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Lecture notes 17

Introduction to Statistics

Lecture Outline

• Probability vs Statistics

• Significance Testing

• Hypothesis Testing

• Estimation

• Baysesian Statistics
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Statistics

• What is the probability that 7 heads will be observed in 10 tosses of a
fair coin?

• This is a probability problem. Have probabilities on a fundamental sample
space and compute other probabilities.

• A coin is tossed 100 times and 54 heads and 46 tails are observed. What
is the probability of getting a head?

• This is a statistics problem: given empirical data wish to construct a
mathematical model which can be used to solve probability problems.
In this example there is a tacit assumption of an underlying Bernoulli
process and we need only estimate p, in general we might try to infer a
more complicated model.
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Probability theory is axiomatic, mathematical models leading to precise
solutions

Statistics tries to relate models to actual physical systems.

Not axiomatic — often arbitrary or ad hoc attempts at being reasonable in
fitting probability to physical situations.

Primary tools: probability theory, mathematical sophistication, common
sense

A primary concern of statistics is statistical inference, the drawing of
inferences from data.

There is no best way to extrapolate the gross national product ahead three
years from now based on three days of current rainfall data.
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General approach:

• Observe data and postulate a model using tricks of the trade, experience,
. . . . General intent is that model will produce characteristics of interest
similar to actual data.

• Model might or might not be related to underlying nature (e.g., physics)
of actual system.

• Judge quality of model by how “well” it explains the observed data.

• Warning Although statistics uses probability theory as a tool, key parts
are subjective and often controversial (e.g., the census, “resampling,”
and congress)
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Some Issues

• Based on observed data, does a given model seem reasonable, or at least
not significantly unreasonable? ⇒ significance testing

Evaluate likelihood that the model could produce outcomes similar to
the observed data.

• Based on observed data, how choose the “best” model from a collection?
Typically the collection has a partucular structure with varying parameters
(e.g., Gaussian with different means, variances) ⇒ hypothesis testing

• Given the form of postulated model of the physical system and some
observed data, how best guess the parameters describing the assumed
model? E.g., assume Bernoulli, how guess p? ⇒ estimation or regression
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• Suppose have basic pdf model with unknown parameters, but also have
some related observations providing information about the unknown
parameters. How combine such information? ⇒ Bayesian analysis.
Particularly suitable for making decisions among several future courses
of action.

More Observations

• Unknown parameters are modeled as RVs, but may not know distribution.

• Observing n data points there is no way to sensibly estimate a distribution
for n random variables, need a model of “lower order” than the data,
e.g., an iid model with only one or two parameters.

• Alternatively: Can usually estimate pdf’s dealing only with a small
number of random variables — why iid, Markov, and other models which
decompose joint pdfs into pdfs with only a few random variables are
popular.
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Distinguish between two distinct things:

Thing 1 (The real world entity) Generates or can be made to generate
numbers:

ζ1, ζ2, . . . , ζn

experimental value

E.g., Defective items, daily orders received, batter performance, annual
rainfall.

Thing 2 (The mathematical model) A sequence of random variables:

X1, X2, X3, . . . , Xn

described by a joint pdf or pmf, which produces a sample value

x1, x2, x3, . . . , xn in a hypothetical experiment.

Statisticians refer to X1, X2, X3, . . . , Xn as a sample
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For simplicity henceforth assume that X1, X2, X3, . . . , Xn are iid RVs
considered as independent replicas of a generic RV X. In statistical
language, this is called a sample of size n of the RV X.

Hypothesizing a model means specifying a pmf or pdf for X.

a statistic is a function of a collection of RVs, e.g., g(X1, X2, X3, . . . , Xn)
(also called a sample statistic)

g(x1, x2, x3, . . . , xn) is a sample value of the statistic

g(ζ1, ζ2, ζ3, . . . , ζn) is an experimental value of the statistic. Also called an
observed statistic.
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Much of statistics comprises the following steps:

• Postulate a model for the physical system of interest

• Based on the model, select a desirable statistic for which the pdf or pmf
of the statistic may be calculated in a useful form (derived distribution
problem)

• Obtain an experimental valueof the statistic and comment on the
likelihood that a similar value would result from the use of the proposed
model instead of reality.

If the sample behaves like the observed sample, then the model (Thing 2)
is a good representation of the real world (Thing 1).

Need to make less vague: what do “behaves like” and “good” mean?

Introduction to Statistics 17–9

EE 178

Example of a statistic: the sample mean

Sn = Sn(X1, X2, X3, . . . , Xn) =
1
n

n∑

i=1

Xi

Know (for the model producing the Xi) that

E[Sn] = E[X] ; σ2
Sn

=
σ2

X

n

WLLN suggests that Sn is a good estimate for E[X] for large n.

Another important statistic is the sample variance

Vn =
1
n

n∑

i=1

(Xi − Sn)2
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Looks like a natural estimate of the underlying variance σ2
X

But some algebra (try it) shows that

E[Vn] =
n − 1

n
σ2

X
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Note for finite n this is a biased estimate, which is why you will often see

n

n − 1
Vn

used as an estimate for the variance. For large n, it makes little difference.

General method requires estimate of fSn(s)

In general difficult derived distribution problem, but CLT provides an
approximation.
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Significance Testing

• Assume have model for a physical system which implies pdf for statistic
Q.

• Wish to evaluate hypothesis that model is correct.

• Fix a small number α, called the level of significance of the test being
designed.

• Define an event B known as the improbable event. Can be any event
having probability α.
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• After B has been chosen, generate an experimental value q of the statistic
Q. (This comes from the real world, not the model.)

1. If q ∈ B, reject the hypothesis. If the hypothesized model were correct,
our observed experimental value would be an improbable result. Since
the result was obtained, unlikely the model is correct.
Alternatively: The observed statistic shows a departure from the
hypothesis that is significant at the level α.

2. If q 6∈ B, accept the hypothesis. If hypothesis were true, statistic
would not be an improbable event. Significance test has not provided
any evidence to reject the hypothesis.

Call B the critical region or the rejection region
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Note: α is the probability that the hypothesis will be rejected given it is
correct.

The smaller a level of significance, the less likely a true hypothesis will be
rejected (but the more likely to accept it if false).
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Example

• Hypothesis: A coin used for flipping is fair: p = 0.5

• Observe in real world: 10,000 flips, statistic = number of heads.

• Use CLT to approximate statistic Q by a continuous RV with a Gaussian
pdf with

– mean E[Q] = 10, 000p = 5, 000
– standard deviation σQ =

√
10, 000p(1 − p)

Conditional pdf for Q given hypothesis correct.

• α = 0.05 (very common choice)

• Choose improbable event as B = {q : |q − 5000| > 98} (tails of density)

• Alternative test: B = {q : q > 5083}
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P (Q − 5000 > 98) = 0.025 = α
2P (Q − 5000 < 98) = 0.025 = α

2

P (Q > 5083) = 0.05 = α
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Parametric vs. Nonparametric Hypotheses

Previous example (and many other common examples) assume a specific
distribution and make a hypothesis about the value of a parameter. ⇒
parametric significance tests.

Sometimes considernonparametric hypotheses, e.g.,

• Random variables X and Y have the same pdf.

• RVs X and Y have unequal means.

• Variance of X is bigger than the variance of Y

• A statistic has a normal pdf.

Usually much more difficult that parametric, but similar general idea works.
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Hypothesis Testing

Significance test usually refers to evaluation of a hypothesis H0 in the
absense of useful information about the alternative hypotheses. E.g.,
conditional pdfs for statistic is not known if H0 is not true.

Hypothesis testing is when have specified alternative hypotheses (know the
conditional distributions) and we wish to pick the “best”

Consider simplest case of two parametric hypotheses: H0 and H1

To perform an hypothesis test, select one of the hypotheses — H0, called
the null hypothesis — and subject it to a significance test based on some
statistic Q with significance level

α = P (Q ∈ B|H0)

Reject H0 and accept H1 if an experimental value q of the statistic falls in
B. What is best B now that have description of both hypotheses?
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Now have two kinds of errors:

• Reject H0 if true: Error of Type I or False Rejection, with probability

P ( reject H0|H0 true ) = P (Q ∈ B|H0) = α

• Accept H0 if false: Error of Type II or False Acceptance, with probability

P ( accept H0|H1 true ) = P (Q 6∈ B|H1) = β

Return to coin example: Suppose that H0 is the hypothesis p = 0.5 and H1

is the hypothesis that p = 0.6.

These hypotheses lead to two alternative conditional pdfs for Q, the number
of heads in 10,000 toses.
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fQ|H(q|H1)

fQ|H(q|H0)

5000 6000
q

Can fix α and ask for B that minimizes β

Choose continuous region to right of threshold.
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Area = β = conditional

of H0 given H0 is false
probability of false acceptance

Area = α = conditional

H0 given H0 is true
probability of false rejection of

fQ|H(q|H1)

fQ|H(q|H0)

5000 6000
q

rejection of H0critical region B for

Choice of α is subjective. As move threshold to left, increase α and decrease
β.
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Another approach: If you have a pmf pH, then might wish to simply
minimize overall error probability

Pe = αPH(H0) + β(1 − PH(H0))

(This turns out to be the maximum a posteriori decision, pick i which
maximizes pH|Q(Hi|q))
Or, more generally, assign a cost C1 and C2 to the two error types and
minimize the average Bayes risk

C1αPH(H0) + C2β(1 − PH(H0))
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Estimation

Assume have reliable parametric model for a physical process, but do not
know parameters.

How use experimental observations to estimate parameters?

E.g., might model as Gaussian, use sample mean and sample variance to
estimate true mean and variance.

Want statistic Qn(X1, X2, . . . , Xn), sample values are a function of sample
of size n drawn from iid process, to estimate “true” parameter Q.

For the moment assume Q is a fixed (but unknown) parameter. Later
assume RV

Examples: Qn = Sn to estimate mean, Qn = Vn to estimate variance.
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Properties of estimators

Suppose Qn;n = 1, 2, . . . is a sequence of estimators of a parameter r based
on a sample of size n.

• Estimates are consistent if Qn converges to Q in probability.

• Estimates are unbiased if E[Qn] = Q for all n.

• Estimates are asymptotically unbiased if

lim
n→∞E[Qn] = r

• The sample mean is both a consistent and an unbiased estimator of the
mean.

• The sample variance is a consistent estimator of the variance, but it is
not unbiased. It is asymptotically unbiased.
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• The “relative efficiency” of two unbiased estimators is the ratio of their
variances.
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Intuition: the smaller the variance of an unbiased estimator, the more likely
an experimental value we be a good estimate (recall Tchebychev inequality)

Hence most efficient unbiased estimator is the minimum variance estimate.

For an unbiased estimate, this is exactly the least squared error estimator
considered earlier in the course.

An estimator (statistic) Qn(X1, . . . , Xn) is a sufficient estimator (sufficient
statistic) for a parameter Q if given Qn, Q is conditionally independent of
X1, . . . , Xn.

Confidence Intervals

Statistical estimates are often accompanied by confidence interval : Q is
assumed to be a RV and statistician specifies δ such that if the model is
correct, P (Q ∈ [Qn − δ, Qn + δ]) has some value like .95.
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Finding Estimators

• Estimate moments by sample moments

• Maximum likelihood: Assume that if the unknown parameter is Q and
that the experimental sample is x1, x2, . . . xn. The assumed model
implies a pdf f(x1, x2, . . . xn|Q) or pmf p(x1, x2, . . . xn|Q)

The maximum likelihood (ML) estimate is the value of Q, say Q̂ML, that
maximizes the pdf or pmf for the given observed sample.

As an example of an ML estimator: suppose we assume the observed process
is a Bernoulli process, but do not know the parameter p. Given p the pmf
for an observed binary sequence x1, x2, . . . xn is

pk(1 − p)n−k

where

k =
n∑

i=1

xi
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is the number of 1s in the sequence.

The ML estimate for a given k is the p which maximizes this expression,
which simple calculus shows to be p = k/n (the sample mean!)

It turns out in this example the sample mean is a sufficient estimator for p.
The estimate is consistent and unbiased.

ML makes no assumptions about possible distribution of Q (or even whether
Q is a RV or just an unknown constant).
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Bayesian Statistics

In many applications it makes sense to assume that Q is a RV and that its
distribution (pmf or pdf) is known.

Consider discrete case for simplicity.

Suppose have a prior or a priori pmf for Q, pQ. Suppose also have a cost
function C(q, q̂) which measures the cost of forming an estimate q̂ when
the true value is q.

Common cost functions are |q − q̂|2 and δq,q̂.

the minimum average Bayes risk estimator, say Q̂(x1, . . . , xn) is the one
which minimizes the average Bayes risk

E[C(Q, Q̂(X1, . . . , Xn))]
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=
∑

q

pQ(q) ×

[
∑

x1,...,xn

pX1,...,Xn|Q(x1, . . . , xn|q) × C(q, Q̂(x1, . . . , xn))]

If a squared error costfunction is used, then we have seen the best estimator
is the conditional expectation E[Q|x1, . . . , xn].

If the Kronecker delta cost function is used, than the best estimator is
the value of q that maximixes the posterior or a posteriori probability
pQ|X1,...,Xn(q|x1, . . . , xn), the maximium a posteriori (MAP) estimator.

Note that the a posteriori probability is obtained from the conditional
probability in the reverse direction via Bayes rule, which is why this approach
is referred to as Bayesian.
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Seems a good idea to incorporate all knowledge into decision, including
prior information

Why is this controversial?

• May not have good priors, e.g., how estimate probability of a rare event?

Missle failure, rare disease, freak storm, trustworthy politician

• Prior probabilities may seem more degree of belief or religiousfaith than
sound science

• Estimators can be very sensitive to the assumed prior, hence perhaps
should not use.

These arguments support use of methods like ML which do not assume
prior knowledge.
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A Bayesian might counter:

• If you assume a uniform prior and equal costs for all errors, then Bayesian
becomes ML. Hence ML really does assume a prior, a uniform prior. This
may be as dumb as any other.

Or, we all have biases and mine is better than yours.

• It is wasteful not to include any information you have, just be careful
how it is used.

E.g., see how robust results are to changes in priors.

In many examples (image and speech processing, for example), this is not
an issue, have reliable priors based on enormous evidence and experience.

In many decision-oriented systems (e.g., economic planning) need a structure
incorporating new data into existing models. Bayesian methods can
accomplish this.
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In some applications, e.g., medicine, other methods dominate because priors
are less trustworthy (and lawyers are lurking in the wings) Classical methods
are more conservative (but also have arbitrary and subjective aspects).
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